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ABSTRACT

Precision oncology matches cancer treatment to the molecular profile of each patient's tumour, replacing histology-based

therapy with genomics-guided therapy. The paradigm has produced transformative outcomes: trastuzumab for HER2+

breast cancer, imatinib for BCR-ABL+ chronic myeloid leukaemia, osimertinib for EGFR-mutant lung cancer, and immune

checkpoint inhibitors for high tumour mutational burden (TMB) tumours. Yet precision oncology is still in its infancy: only

15-25% of cancer patients currently receive targeted therapy based on molecular profiling, and the matching of molecular

alterations to therapies relies on manually curated knowledge bases that cannot keep pace with the explosion of tumour

genomic data. Bioinformatics approaches -- from tumour-normal variant calling to neoantigen prediction to treatment

recommendation AI -- are essential for translating tumour molecular profiles into actionable therapeutic decisions. We

present the Precision Oncology Bioinformatics Framework (POBF), evaluating five bioinformatics approaches -- variant

interpretation engines, tumour mutational signature analysis, neoantigen prediction pipelines, multi-omics tumour

subtyping, and AI-powered treatment matching -- across four clinical oncology tasks (driver mutation identification,

immunotherapy response prediction, targeted therapy selection, and clinical trial matching). Our Precision Oncology

Score (POS) measures variant annotation accuracy, therapy matching precision, predictive outcome correlation, clinical

turnaround time, and evidence quality. AI-powered treatment matching achieves the highest POS (0.924) through

integration of tumour molecular profiles with clinical knowledge bases and treatment outcome evidence, while neoantigen

prediction pipelines achieve the highest immunotherapy response prediction (0.960) through HLA-specific peptide

prediction and T-cell recognition modelling.
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1. Introduction
1.1 The Precision Oncology Paradigm
Cancer is fundamentally a genomic disease:
tumours arise from somatic mutations that disrupt
normal cellular regulation, accumulate additional
mutations during progression, and ultimately
develop resistance to therapy through further
mutations. The cancer genome is highly
heterogeneous both between patients (two lung
cancers may share no driver mutations) and within
patients (primary tumour, metastases, and
circulating tumour cells have different genetic
compositions). Precision oncology leverages this
genomic heterogeneity: instead of treating 'lung
cancer' as a single disease, it stratifies patients by
driver mutations (EGFR, KRAS, ALK, ROS1, BRAF,
MET, HER2) and matches each subgroup to the
therapy most likely to provide benefit. The clinical
success is striking: EGFR-mutant NSCLC patients
treated with osimertinib achieve median overall
survival of 38.6 months versus 21.8 months on
standard chemotherapy (Soria et al., 2018) --
nearly doubled survival from molecular matching.
Yet implementation lags: a 2023 analysis found
that only 15-25% of advanced cancer patients with
actionable mutations received matched targeted
therapy, due to gaps in molecular testing access,
knowledge base currency, and clinical workflow
integration (Mateo et al., 2022).

1.2 Bioinformatics Challenges in Oncology
Translating tumour molecular profiles into
therapeutic decisions requires solving multiple
bioinformatics problems. Variant calling must
distinguish somatic mutations (cancer-specific,
present in tumour but not normal tissue) from
germline variants, with sensitivity for
low-allele-frequency variants in heterogeneous
tumours. Variant interpretation must classify the
thousands of detected variants into tiers of clinical
actionability (Tier I: approved therapy, Tier II:
clinical trial, Tier III: no clinical action).
Neoantigen prediction must identify
tumour-specific peptides that bind patient-specific
HLA molecules and elicit T-cell responses --
essential for personalised immunotherapy.
Multi-omics integration combines genomics,
transcriptomics, proteomics, and imaging to define
tumour subtypes with distinct therapeutic
vulnerabilities. Klein and Ivanov (2024) evaluated
single-cell multi-omics integration that applies to
intra-tumour heterogeneity analysis, and Kovacs
(2023) assessed non-coding RNA analysis relevant
to cancer regulatory dysregulation. Section 2
reviews the literature. Section 3 describes POBF.

Results in Section 4, discussion in Section 5,
conclusions in Section 6.

2. Literature Review
2.1 Variant Calling and Interpretation
Somatic variant calling in tumour-normal pairs has
matured through decades of algorithmic
development. MuTect2 (Cibulskis et al., 2013) and
Strelka2 (Kim et al., 2018) are the most widely
used somatic callers, achieving sensitivity > 95%
for mutations with variant allele frequency (VAF)
> 10% and specificity > 99%. Deep learning
callers (DeepVariant, Poplin et al., 2018) further
improve accuracy for challenging regions
(homopolymers, repeats). For variant
interpretation, the ACMG-AMP guidelines
(Richards et al., 2015) provide rule-based
classification, while the AMP/ASCO/CAP somatic
variant interpretation guidelines (Li et al., 2017)
establish the 4-tier clinical significance system.
Knowledge bases (OncoKB, CIViC, JAX-CKB, Gene
Drug Knowledge Database) provide expert-curated
gene-drug-disease associations that variant
interpretation pipelines query. Chakravarty et al.
(2017) showed that OncoKB annotates 5,000+
variants across 750 genes with evidence level 1-4
based on the strength of clinical evidence.

2.2 Mutational Signatures and Neoantigen
Prediction
Mutational signature analysis decomposes the
pattern of somatic mutations into characteristic
signatures attributable to specific mutational
processes (UV damage in melanoma, tobacco in
lung cancer, APOBEC activity, homologous
recombination deficiency). Alexandrov et al.
(2020) catalogued 49 single base substitution
signatures across 4,645 cancer whole genomes,
including signatures with direct therapeutic
implications: SBS3 (HRD signature) predicts
response to PARP inhibitors, and high TMB
signatures predict immunotherapy response. For
neoantigen prediction, NetMHCpan (Reynisson et
al., 2020) predicts MHC class I peptide binding
affinity for 5,000+ HLA alleles with AUROC 0.95.
pVACtools (Hundal et al., 2020) integrates variant
calling, HLA typing, and peptide prediction into a
clinical neoantigen pipeline. However, MHC
binding is necessary but not sufficient for T-cell
recognition: only 10-20% of predicted binders
elicit actual T-cell responses, and advanced
predictors (MixMHCpred, MHCflurry 2.0) add
T-cell receptor specificity models to improve true
neoantigen identification.
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2.3 AI Treatment Matching and Clinical
Decision Support
Molecular tumour boards (MTBs) traditionally
match patients to therapies through manual expert
review of molecular profiles against knowledge
bases and clinical trials -- a process requiring 4-8
hours of expert time per patient. AI-powered
matching automates this process by integrating
variant interpretation, drug target databases,
clinical trial criteria, and outcome evidence.
Sicklick et al. (2019) demonstrated I-PREDICT, an
AI decision support tool that recommended
therapy combinations based on individual
molecular profiles, achieving 49% clinical benefit
versus 29% for standard care. Rodon et al. (2019)
developed WIN Consortium's SPRING tool for
combination therapy selection using drug target
graphs. For clinical trial matching, MatchMiner
(Klein et al., 2019) automatically matches patient
molecular profiles against trial eligibility criteria,
reducing trial screening time from weeks to
minutes. Table 1 maps the key studies.

Table 1: Key Studies in Precision Oncology
Bioinformatics
Study/
Tool

Y
e
a
r

Approach Clinic
al

Task

Key Achievement

MuTect
2

2
0
1
3

Somatic
variant
calling

Mutati
on det
ection

Gold standard,
>95% VAF 10%

DeepVa
riant

2
0
1
8

Deep
learning
calling

Mutati
on det
ection

Improved accuracy
in repeats/homopo
lymers

Richard
s et al.
(ACMG)

2
0
1
5

Rule-base
d classific
ation

Varian
t inter
pretati
on

Standard germline
variant framework

Li et al.
(AMP/A
SCO)

2
0
1
7

4-tier
somatic

Varian
t inter
pretati
on

Clinical
significance
framework

OncoKB
(Chakra
varty)

2
0
1
7

Knowledg
e base

Therap
y matc
hing

5K+ variants, 750
genes, 4-tier
evidence

Alexand
rov et
al.

2
0
2
0

Mutationa
l
signatures

Mutati
on patt
erns

49 SBS signatures,
4,645 genomes

NetMH
Cpan

2
0
2
0

MHC
binding
prediction

Neoan
tigen

AUROC 0.95
across 5K+ HLAs

Study/
Tool

Y
e
a
r

Approach Clinic
al

Task

Key Achievement

Sicklick
(I-PRED
ICT)

2
0
1
9

AI therapy
matching

Treatm
ent sel
ection

49% vs 29%
clinical benefit

Klein (
MatchM
iner)

2
0
1
9

Trial
matching

Clinica
l trial

Weeks to minutes
screening time

Soria et
al. (FLA
URA)

2
0
1
8

Osimertini
b trial

EGFR
NSCL
C

OS 38.6 vs 21.8
months

VAF = Variant Allele Frequency; SBS = Single Base
Substitution; MHC = Major Histocompatibility Complex;
NSCLC = Non-Small Cell Lung Cancer; OS = Overall
Survival.

3. Methodology
3.1 Five Bioinformatics Approaches
Approach O1 (Variant Interpretation Engines) uses
a pipeline of MuTect2 (calling) + VEP (annotation)
+ OncoKB/CIViC (clinical significance) +
ACMG/AMP classification to produce tier-classified
variants for 500 advanced cancer patients (lung,
breast, colorectal, melanoma). Approach O2
(Mutational Signature Analysis) uses SigProfiler to
decompose somatic mutations into COSMIC v3
signatures, identifying therapeutically relevant
patterns (HRD, TMB, MMR deficiency). Approach
O3 (Neoantigen Prediction) uses pVACtools
pipeline: somatic variants + HLA typing
(OptiType) + peptide generation + NetMHCpan
binding + MHCflurry + T-cell recognition filters.
Trained and validated against 200 experimentally
confirmed neoantigens. Approach O4 (Multi-Omics
Tumour Subtyping) integrates whole-exome
sequencing (somatic mutations), RNA-seq
(expression-based subtypes), copy number
(exome-based CNV), and methylation (EPIC array)
using MOFA+ and iClusterPlus to identify
molecular subtypes. Approach O5 (AI Treatment
Matching) uses a fine-tuned medical LLM
(Med-PaLM 2) with RAG over OncoKB + CIViC +
FDA drug labels + ClinicalTrials.gov + PubMed +
patient EHR to generate therapy
recommendations with evidence levels.

3.2 Four Clinical Oncology Tasks
Task T1 (Driver Mutation Identification) identifies
cancer-driving mutations versus passenger
mutations in 500 tumour exomes. Ground truth:
driver mutations from OncoKB Tier 1-2 and Cancer
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Gene Census. Metric: AUROC and precision at
top-10 predictions per tumour. Task T2
(Immunotherapy Response Prediction) predicts
response to PD-1/PD-L1 inhibitors in 300 patients
(melanoma, NSCLC, urothelial). Features: TMB,
neoantigen load, PD-L1 expression, immune
infiltration signatures. Metric: AUROC for
response versus non-response (RECIST). Task T3
(Targeted Therapy Selection) recommends
targeted therapy for 400 patients with Tier 1-2
driver alterations. Ground truth: therapy selection
by molecular tumour board (MTB) expert panel.
Metric: concordance with MTB recommendations.
Task T4 (Clinical Trial Matching) identifies eligible
clinical trials from ClinicalTrials.gov for 600
patients based on molecular profile, cancer type,
treatment history, and trial criteria. Metric:
precision and recall for eligible trials (validated by
clinical research coordinators).

3.3 Precision Oncology Score
POS weights five dimensions: variant annotation
accuracy (0.20), therapy matching precision
(0.25), predictive outcome correlation (0.25),
clinical turnaround time (0.15), and evidence
quality (0.15). Variant accuracy measures
concordance with OncoKB/CIViC gold standard
annotations. Therapy matching measures
concordance with MTB expert recommendations
and outcomes (response rate in recommended vs
not-recommended therapies). Predictive
correlation measures AUROC for outcome
prediction (response, PFS, OS). Turnaround time
measures hours from sample sequencing to
clinical report. Evidence quality measures whether
recommendations cite appropriate evidence levels
(FDA approval, guidelines, clinical trials, case
reports) with complete references. Table 2 details
parameters.

Table 2: POBF Evaluation Parameters
Parameter Value Notes

Bioinformat
ics
approaches

5 (O1-O5) Variant, signatures,
neoantigen,
subtyping, AI
matching

Clinical
tasks

4 (driver ID,
immunotherapy,
targeted Tx,
trial matching)

Gold-standard clinical
outcomes

Patients
(total)

1,800 across all
tasks

Multi-centre, mixed
cancer types

Cancer
types

Lung, breast,
colorectal,
melanoma,
urothelial

5 major solid tumour
types

Parameter Value Notes

Sequencing WES + RNA-seq
+ CNV +
methylation

Standard multi-omics
panel

HLA typing OptiType (class I
+ II)

High-resolution HLA
for neoantigen

Validation MTB expert
annotations +
outcomes
(RECIST)

Clinical gold standard

POS
dimensions

5 (variant,
therapy,
outcome, time,
evidence)

Weighted composite
score 0-1

WES = Whole-Exome Sequencing; MTB = Molecular
Tumour Board; RECIST = Response Evaluation Criteria
in Solid Tumours; CNV = Copy Number Variation.

4. Results
4.1 AI Treatment Matching Leads Overall
AI-powered treatment matching (O5) achieved the
highest POS of 0.924, driven by superior therapy
matching precision (0.960) and clinical turnaround
time (0.940). The Med-PaLM 2 + RAG system
generated therapy recommendations with 87%
concordance with molecular tumour board expert
panels across 400 cases, and for the 13%
discordant cases, blinded review by a second MTB
panel found that the AI recommendation was
preferred in 34% of cases, non-inferior in 51%, and
inferior in only 15% -- demonstrating that AI
matching is not merely reproducing expert
decisions but contributing additional evidence
integration. For the targeted therapy task (T3), the
AI system identified 42 patients whose expert MTB
had recommended standard chemotherapy but
who had Tier 1-2 actionable alterations with
FDA-approved or NCCN-recommended targeted
therapies available -- demonstrating that AI can
identify opportunities that human experts miss
under time pressure. Clinical turnaround from raw
sequencing data to therapy recommendation was
2.4 hours with the AI system versus 48-72 hours
for manual MTB review, enabling same-day
treatment decisions for newly diagnosed patients.

4.2 Neoantigen Prediction Achieves Highest
Immunotherapy Response Prediction
Neoantigen prediction pipelines (O3) achieved the
highest predictive correlation for immunotherapy
response (0.960): the neoantigen load (number of
predicted high-quality neoantigens with HLA
binding affinity < 50 nM and expression > 1 TPM)
predicted response to anti-PD-1 therapy with
AUROC 0.82 -- higher than TMB alone (0.74) or
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PD-L1 expression alone (0.68). POS scored 0.904.
The advantage of neoantigen prediction over TMB
is specificity: TMB counts all somatic mutations,
but only a small fraction generate neoantigens that
T-cells can recognise. Patient-specific HLA typing
combined with peptide-binding prediction
identifies the mutations most likely to drive
anti-tumour immunity, providing a mechanistically
grounded biomarker. For melanoma patients, high
neoantigen load (> 100 predicted) correlated with
76% response rate versus 24% for low neoantigen
load (< 20) -- a 3.2x enrichment for response.
Variant interpretation (O1) scored POS 0.896 with
the strongest variant annotation accuracy.
Mutational signatures (O2) scored 0.880.
Multi-omics subtyping (O4) scored 0.888. Tables 3
and 4 present all results.

4.3 Task-Specific Clinical Impact
For driver mutation identification (T1), O1 (variant
interpretation) achieved AUROC 0.94 and
precision@10 of 0.82 -- meaning 82% of the top 10
predicted drivers per tumour were validated
cancer drivers. For immunotherapy response (T2),
O3 (neoantigen) achieved AUROC 0.82 versus 0.74
for TMB alone. For targeted therapy selection
(T3), O5 (AI) achieved 87% concordance with MTB
and identified 10.5% of patients with missed
targeted therapy opportunities. For clinical trial
matching (T4), O5 (AI) achieved precision 0.92 and
recall 0.86 -- matching patients to eligible trials
with accuracy comparable to trained research
coordinators but 50-100x faster. The clinical utility
analysis showed that the AI-identified trial
matches enrolled at 3.2x higher rate than
traditional trial matching (34% vs 11%), because
rapid matching preserved trial eligibility windows
that manual screening often missed. The combined
use of all five approaches in an integrated
precision oncology pipeline achieved POS 0.94,
higher than any individual approach --
demonstrating the value of multi-method
integration for clinical decision support.

Table 3: Precision Oncology Score by
Approach (0-1)

Approach Var
iant

The
rapy

Out
com

e

Turn
arou
nd

Evid
enc
e

PO
S

O5: AI
Matching

0.90
0

0.96
0

0.92
0

0.940 0.90
0

0.9
24

O3: Neoan
tigen

0.88
0

0.88
0

0.96
0

0.860 0.90
0

0.9
04

Approach Var
iant

The
rapy

Out
com

e

Turn
arou
nd

Evid
enc
e

PO
S

O1:
Variant
Interp.

0.96
0

0.88
0

0.88
0

0.880 0.90
0

0.8
96

O4: Multi-
Omics
Subtype

0.88
0

0.88
0

0.92
0

0.860 0.86
0

0.8
88

O2: Mutat
ional Sig.

0.84
0

0.86
0

0.90
0

0.880 0.90
0

0.8
80

POS weighted: variant 0.20, therapy 0.25, outcome 0.25,
turnaround 0.15, evidence 0.15.

Table 4: Task-Specific Performance
(AUROC/Concordance) by Approach
Approach T1:

Driver (
AUROC

)

T2: Im
muno (
AUROC

)

T3: Tar
geted (
Concor

d.)

T4: Trial
(Precisio

n)

O1:
Variant

0.94 0.68 78% 0.74

O2: Signat
ures

0.82 0.76 72% 0.68

O3: Neoan
tigen

0.84 0.82 74% 0.70

O4:
Subtyping

0.86 0.78 80% 0.78

O5: AI
Matching

0.90 0.80 87% 0.92

T1: AUROC for driver vs passenger. T2: AUROC for
immunotherapy response. T3: Concordance with MTB
expert recommendations. T4: Precision of identified
eligible clinical trials.

Figure 1: Precision Oncology Score (POS) by
Approach
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Figure 2: Therapy Matching vs. Outcome Prediction

Figure 3: Immunotherapy Response Prediction
AUROC by Approach

Figure 4: Multi-Dimensional Comparison -- Top 3
Approaches

5. Discussion
5.1 AI as Force Multiplier for Molecular
Tumour Boards
AI treatment matching's dominance reflects a
practical reality: the volume of tumour molecular
data now exceeds human expert capacity for
manual review. A comprehensive genomic profile
contains thousands of variants, hundreds of
clinically relevant alterations, and must be
matched against an ever-growing knowledge base
(OncoKB has 5,000+ variants across 750 genes)
and thousands of active clinical trials. The 10.5%
of patients with missed targeted therapy
opportunities represents the cost of this human

bandwidth limitation -- patients who received
standard chemotherapy when a more effective
targeted therapy was available. AI matching does
not replace molecular tumour boards but
augments them: the AI generates an
evidence-based initial recommendation in 2.4
hours, allowing the MTB to focus expert time on
complex cases (novel alterations, conflicting
evidence, multi-modal decisions) rather than
routine matching.

5.2 Neoantigens as Mechanistic
Immunotherapy Biomarkers
Neoantigen prediction's highest immunotherapy
response prediction (AUROC 0.82) reflects its
mechanistic basis: the theory of checkpoint
inhibitor response is that PD-1/PD-L1 blockade
enables T-cells to recognise tumour-specific
peptides (neoantigens), so patients with more and
better neoantigens should respond more. The 76%
response rate in high-neoantigen melanoma versus
24% in low-neoantigen represents a 3.2x
enrichment -- clinically meaningful for stratifying
patients for immunotherapy. The practical barrier
is that neoantigen prediction requires both tumour
mutation data (somatic variant calling) and patient
HLA typing, plus expression data and
peptide-binding prediction -- a more complex
pipeline than simple TMB counting. Klein and
Ivanov (2024) showed that multi-omics integration
captures this complexity within unified
frameworks.

5.3 Limitations and Implementation Gaps
Three limitations constrain precision oncology
implementation. First, molecular testing access:
only 40-60% of advanced cancer patients receive
comprehensive genomic profiling, due to cost
(USD 3,000-5,000 per profile), insurance coverage
gaps, and turnaround time concerns. Broader
access through liquid biopsy and point-of-care
sequencing is essential. Second, evidence levels:
only 15-20% of molecular alterations have Tier 1
evidence (FDA-approved therapy in that context);
most are Tier 2-3 (clinical trial or hypothetical),
creating uncertainty about clinical action. Third,
actionable knowledge fragmentation: OncoKB,
CIViC, JAX-CKB, and other knowledge bases have
partial overlap and different curation standards --
a unified international knowledge base would
reduce interpretation variability.

6. Conclusion
6.1 Key Findings



The Biosis Bulletin: Bioscience and Information Science Journal https://stanfordgroup.org/index.php/TBB-BIS/issue/archive

ISSN: 3117-7298  Vol: 2024, Issues: 1, 2024

15

AI-powered treatment matching achieves the
highest Precision Oncology Score (0.924) with
87% concordance to MTB expert panels, 10.5%
identification of missed targeted therapy
opportunities, and 20x turnaround time
improvement (2.4 hr vs 48-72 hr). Neoantigen
prediction (0.904) achieves the highest
immunotherapy response prediction (AUROC 0.82)
through HLA-specific peptide modelling, with 3.2x
response enrichment in high-neoantigen patients.
Variant interpretation (0.896) provides the
strongest variant annotation accuracy. Combined
multi-method pipelines achieve POS 0.94,
demonstrating the synergy of integrated
bioinformatics approaches.

6.2 Future Directions
Three advances would transform precision
oncology. First, real-time liquid biopsy monitoring
using circulating tumour DNA (ctDNA) to track
tumour evolution and resistance emergence
during treatment, enabling adaptive therapy
modification. Second, spatial tumour profiling
(spatial transcriptomics + multiplex
immunohistochemistry) that captures intra-tumour
heterogeneity, enabling therapy selection
targeting dominant tumour subclones and
identifying treatment-resistant
microenvironmental niches. Third, federated AI
oncology that learns from tumour molecular
profiles and outcomes across institutions while
preserving patient privacy, enabling personalised
recommendations from populations of 10M+
patients. The POBF toolkit, all pipeline code,
benchmark datasets, POS calculator, and
approach selection guide are available at
pobf-oncology.org under CC BY 4.0 licence.
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Appendix A
Pipeline Specifications and POS

Calculation Methodology

This appendix provides complete specifications for
each bioinformatics approach, including software
versions, parameter settings, knowledge base
versions, and the POS scoring rubric.

Part I -- Pipeline Specifications
1a. O1: MuTect2 (GATK 4.4) + VEP 110 + OncoKB
v3.19 + CIViC 2024.01, AMP/ASCO/CAP 4-tier
.............. 4 hr per patient (WES)

1b. O2: SigProfiler v1.1, COSMIC v3.3 signatures (49
SBS + 11 DBS + 18 ID) .............. 30 min per cohort
analysis

2a. O3: pVACtools 4.0 + OptiType + NetMHCpan 4.1
+ MHCflurry 2.0 + TCR filters .............. 6 hr per
patient (variant + HLA + prediction)

2b. O4: MOFA+ (15 factors) + iClusterPlus, WES +
RNA-seq + CNV + methylation EPIC .............. 12 hr
per cohort analysis

3a. O5: Med-PaLM 2 70B + RAG (OncoKB + CIViC +
FDA + ClinicalTrials.gov + PubMed + EHR) ..............
2.4 hr per patient recommendation

3b. All: Validated against MTB expert panels +
RECIST outcome data for 1,800 patients ..............
Prospective validation for 6 months

Part II -- POS Scoring Rubric
4a. Variant: Concordance with OncoKB/CIViC gold
standard annotations .............. Higher = more
accurate

4b. Therapy: Concordance with molecular tumour
board expert recommendations .............. Higher =
better matching

5a. Outcome: AUROC for response/PFS/OS prediction
.............. Averaged across tasks

5b. Turnaround: 1.0 - log10(hours to report / 2.4) / 2
.............. 2.4 hr = 1.0; 240 hr = 0.0

6a. Evidence: Fraction of recommendations with
appropriate evidence level + complete citations
.............. FDA + guidelines + trials + case reports

6b. POS = 0.20*Variant + 0.25*Therapy +
0.25*Outcome + 0.15*Turnaround + 0.15*Evidence




